2020 Second IEEE International Conference on Trust, Privacy and Security in Intelligent Systems and Applications (TPS-ISA)

Adversarial Objectness Gradient Attacks in
Real-time Object Detection Systems
Ka-Ho Chow1 , Ling Liu1 , Margaret Loper2 , Juhyun Bae1 , Mehmet Emre Gursoy1 ,
Stacey Truex1 , Wenqi Wei1 , Yanzhao Wu1
1

School of Computer Science, Georgia Institute of Technology
2
Georgia Tech Research Institute
Atlanta, GA, USA

Abstract—Real-time object detection is one of the key applications of deep neural networks (DNNs) for real-world missioncritical systems. While DNN-powered object detection systems
celebrate many life-enriching opportunities, they also open doors
for misuse and abuse. This paper presents a suite of adversarial
objectness gradient attacks, coined as TOG, which can cause the
state-of-the-art deep object detection networks to suffer from
untargeted random attacks or even targeted attacks with three
types of speciﬁcity: (1) object-vanishing, (2) object-fabrication,
and (3) object-mislabeling. Apart from tailoring an adversarial
perturbation for each input image, we further demonstrate
TOG as a universal attack, which trains a single adversarial
perturbation that can be generalized to effectively craft an unseen
input with a negligible attack time cost. Also, we apply TOG as an
adversarial patch attack, a form of physical attacks, showing its
ability to optimize a visually conﬁned patch ﬁlled with malicious
patterns, deceiving well-trained object detectors to misbehave
purposefully. We report our experimental measurements using
three benchmark datasets (PASCAL VOC, MS COCO, and
INRIA) on models from three dominant detection algorithms
(YOLOv3, SSD, and Faster R-CNN). The results demonstrate
serious adversarial vulnerabilities and the compelling need for
developing robust object detection systems. The source code is
available at https://github.com/git-disl/TOG.
Index Terms—object detection, adversarial attacks, deep neural networks
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Fig. 1: The output structure of an object detector v.s. the output
structure of an image classiﬁer.
niques [6], recent studies have revealed their vulnerabilities
to adversarial perturbations [11]–[17]. For instance, DAG [11]
and RAP [12] disable the functionality of the region proposal
network in two-phase models (e.g., Faster R-CNN [3]) with
an iterative gradient-based approach. UEA [13] proposes to
train a generative adversarial network to produce adversarial examples. While the above techniques reveal adversarial
vulnerabilities of deep object detectors, they focus on twophase models where RPNs are employed. Furthermore, their
adverse effects are random and can only deceive the victim to
misbehave with uncontrollable behavior.
In this paper, we demonstrate that adversarial attacks
on deep object detection networks can be more sophisticated beyond simply deceiving the victim to misbehave
randomly [11]–[13]. We develop a suite of attacks, coined
as TOG, that enable adversaries to fool the victim with
three types of targeted speciﬁcity: object-vanishing, objectfabrication, and object-mislabeling. This is accomplished by
the observation on the unique output structure of object
detectors, as shown in Figure 1. A deep image classiﬁer takes
a query image as input and outputs its prediction class with
the conﬁdence probability vector, producing only one class
label for the entire image (e.g., road). In comparison, a deep
object detector takes a query image as input and outputs three
types of prediction results: (1) a set of bounding boxes, one for
each object detected in the input image, (2) a set of objectness
measures, indicating the probability of the associated bounding
box being a real object, and (3) a set of class probability
vectors. Each output prediction type represents one type of
attack surfaces, and their combinations formulate a wide
array of attack possibilities. Figure 2 provides an illustration
by examples. Compared with the perfect detection made by

I. I NTRODUCTION
Deep neural networks (DNNs) have revolutionized object
detection [1]–[3] and fueled the development of a wide range
of applications, such as trafﬁc sign/pedestrian detection on
autonomous vehicles [4] and region of interest identiﬁcation
in radiology [5]. Given an input video frame or image, an
object detector detects multiple instances of semantic objects
using the known categories [6]. Existing deep object detection
algorithms can be classiﬁed into two paradigms: proposalbased two-phase learning and regression-based one-phase
learning. Proposal-based approaches, dominated by the RCNN family [3], [7], [8], exploit a two-phase procedure by ﬁrst
using a region proposal network (RPN) to recommend a set of
proposal regions, which are subsequently reﬁned by bounding
box prediction and class label prediction. Regression-based
techniques, represented by YOLO [2], [9], [10] and SSD [1],
take a different approach by jointly detecting multiple objects
with their bounding box and class label in one-shot.
While deep object detectors [1]–[3] offer real-time performance with unparalleled accuracy over traditional tech-
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applications. (3) We also show that TOG can be launched as
a form of adversarial patches, a visually conﬁned patch ﬁlled
with malicious patterns that can fool the victim to misdetect
purposefully. Finally, to show the applicability of TOG on
different object detectors and datasets with different degrees
of difﬁculties, we conduct extensive experiments on three
dominant object detection algorithms (YOLOv3 [2], SSD [1],
and Faster R-CNN [3]), covering both one-phase and twophase techniques, and three benchmark datasets (PASCAL
VOC [19], MS COCO [20], and INRIA [21]). Our experimental results indicate high attack success rates and serious
vulnerabilities of real-time object detectors.
The remainder of this paper is organized as follows. We
overview DNN-based object detection and adversarial attacks
in Section II. Then, the methodology of TOG is presented in
Section III, followed by experimental evaluation in Section IV.
We review related works in Section V and ﬁnally conclude the
paper in Section VI.
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II. DNN- BASED O BJECT D ETECTION AND
A DVERSARIAL ATTACKS
(c) Object-fabrication Attack

Deep object detection networks, in general, share the
same input-output structure with a similar formulation. Given
an input image x, an object detector ﬁrst detects a large
number of S candidate bounding boxes {ô1 , ô2 , . . . , ôS }
H
where ôi = (b̂xi , b̂yi , b̂W
i , b̂i , Ĉi , p̂i ) is a candidate centered
x y
H
at (b̂i , b̂i ) having a dimension (b̂W
i , b̂i ) with an objectness
probability of Ĉi ∈ [0, 1] being a real object, and a K-class
probability vector p̂i = (p̂1i , p̂2i , . . . , p̂K
i ). This is done by
dividing the input x into mesh grids in different scales (resolutions). Each grid cell produces multiple candidate bounding
boxes based on the anchors and is responsible for locating
objects centered at the cell. The ﬁnal detection result Ô(x)
is obtained by applying conﬁdence thresholding to remove
candidates with low prediction conﬁdence and non-maximum
suppression (NMS) to exclude those with high overlapping.
Taking YOLOv3 [2] as an example. It divides an input image
of size (416×416) into (13×13), (26×26), and (52×52) mesh
grids where each grid cell is associated with three anchors.
Hence, S = 3 × (13 × 13 + 26 × 26 + 52 × 52) = 10, 647
candidate bounding boxes are predicted on a given input.
Those candidates with prediction conﬁdence lower than tconf =
0.20 will be immediately discarded. The remaining ones will
be further ﬁltered by NMS with an intersection over union
threshold tIOU = 0.45.
An adversarial example x is generated by perturbing a
benign input x sent to the victim detector, aiming to fool
the victim to misdetect randomly (untargeted) or purposefully
(targeted). The generation process of the adversarial example
can be conceptually formulated as
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(d) Object-mislabeling Attack (“stop sign” → “umbrella”)

Fig. 2: Attacks with three types of targeted speciﬁcity (2nd-4th
rows) in deep object detection networks. Left: Benign input in
row 1 and adversarial inputs in row 2 to row 4 to the object
detector YOLOv3 [2]. Right: Detection results.
the detector under no attack (Figure 2(a)), (1) the objectvanishing attack in Figure 2(b) removes the victim’s ability
in recognizing any object, (2) the object-fabrication attack
in Figure 2(c) causes the detector to output additional false
objects with high conﬁdence, and (3) the object-mislabeling
attack in Figure 2(d) fools the detector to mislabel detected
objects (e.g., stop sign as an umbrella), which can result in
disastrous consequences.
To understand the adversarial vulnerability of deep object
detection networks and underscore the urgent need to develop
robust systems, this paper makes three unique contributions:
(1) We develop TOG, a suite of adversarial attacks supporting
not only untargeted random attacks but also targeted speciﬁcity
attacks to purposefully deceive victims with object-vanishing,
object-fabrication, and object-mislabeling effects. Unlike existing approaches, TOG is applicable to both one-phase and twophase detectors, as no speciﬁc structure is manipulated. (2)
Apart from tailoring an adversarial perturbation for each query
input image, we further describe a routine for TOG to train a
universal perturbation [18] ofﬂine over a training set. It can be
used to maliciously perturb an unseen input with a negligible
time cost, which is particularly detrimental to time-sensitive

min ||x − x||p

s.t. Ô(x ) = Ô(x),

(1)

where p is the distance metric, such as the L0 norm measuring
the percentage of the pixels that are changed, the L2 norm
computing the Euclidean distance, or the L∞ norm denoting
the maximum change to any pixel.
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existence of an object, which can be learned by minimizing
the binary cross-entropy BCE :
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The last part is the K-class probability vector p̂i =
(p̂1i , p̂2i , . . . , p̂K
i ) that estimates the class label of the candidate,
optimized by minimizing the binary cross-entropy:
Prediction Confidence

Maximum:
0.00
Maximum: 0.00

Lclass (x̃; O, W) =

Fig. 3: An example of adversarial attacks on a YOLOv3
detector. The perturbation is magniﬁed for visibility.
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BCE pci , p̂ci

(5)

c=1

As a result, a deep object detector can be optimized using
Equation 2 with the combination of the above loss functions:
L(x̃; O, W) =Lobj (x̃; O, W)+
Lbbox (x̃; O, W) + Lclass (x̃; O, W).

(6)

While training deep object detection networks is done by
ﬁxing the input image x̃ and progressively updating the model
weights W towards the goal deﬁned by the loss function
(Equation 2), TOG conducts adversarial attacks by reversing
the training process. We ﬁx the model weights of the victim
detector and iteratively update the input image x towards the
goal deﬁned by the type of the attack to be launched with the
following general equation:


xt−1 − αTOG Γ

xt =
x,

∂L∗ (xt−1 ; O ∗ , W)
∂xt−1



(7)


where x, [·] is the projection onto a hypersphere with a
radius  centered at x in Lp norm, followed by clipping to
ensure the validity of pixel values, αTOG is the attack learning
rate, and Γ is a sign function. By strategically manipulating
the adversarial loss L∗ and the auxiliary target detection O ∗ ,
TOG supports not only untargeted random attacks, fooling the
victim to misbehave with uncontrollable effects [11]–[13], but
also three types of targeted speciﬁcity attacks which deceive
the victim to misdetect purposefully.
Figure 4 overviews the adversarial attacks using TOG.
Given an input source x (e.g., an image or video frame),
the TOG attack module takes the conﬁguration speciﬁed by
the adversary to prepare for the corresponding adversarial
perturbation, which will be added to the input to cause the
victim to misdetect. The ﬁrst four attacks: TOG-untargeted,
TOG-vanishing, TOG-fabrication, and TOG-mislabeling tailor
an adversarial perturbation for each input. Figure 5 illustrates
the iterative approach adopted by TOG. Initialized with the
benign example (i.e., x0 = x), the adversarial example xt at
the t-th iteration is sent to the victim detector to observe the
detection result Ô(xt ). If the termination condition deﬁned
by the attack goal is achieved or the maximum number of

III. M ETHODOLOGY
Training a deep neural network starts with random initialization of model weights, which will be updated slowly by
taking the derivative of the loss function L with respect to the
learnable model weights W over a mini-batch of input-output
pairs {(x̃, O)} with the following equation until convergence:
∂ E(x̃,O) [L(x̃; O, W t )]
∂W t

S

i=1

Figure 3 gives an example of adversarial attacks on the
YOLOv3 detector. Given a benign image with a person holding
a stop sign, the top row shows that the victim detector can
accurately locate the two objects with high conﬁdence (both
1.00). Upon adding a small and malicious perturbation to the
benign input image, we generate an adversarial example x
for this benign input x. While x is visually indistinguishable
from the benign input, when taking x as the query input,
the same object detector returns no object (i.e., Ô(x ) = ∅),
because this attack is to perturb the input image such that the
prediction conﬁdence at every candidate bounding box is very
low (close to zero). As a result, none of the candidate objects
survive the conﬁdence thresholding (tconf = 0.20).

W t+1 = W t − α



1i SE bxi , b̂xi + SE byi , b̂yi

i=1

Frequency

=
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Detector

1i BCE (1, Ĉi ) + (1 − 1i )BCE (0, Ĉi ) . (3)

(b̂xi , b̂yi )

+
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S 


(2)

where α is the learning rate controlling the step size of the
update. In deep object detection networks, every ground-truth
object in a training sample x̃ will be assigned to one of the
S bounding boxes (recall Section II) according to the center
coordinates and the amount of overlapping with the anchors.
Let 1i = 1 if the i-th bounding box is responsible for an object
and 0 otherwise. Then, O = {oi |1i = 1, 1 ≤ i ≤ S} is a set
H
of ground-truth objects where oi = (bxi , byi , bW
i , bi , pi ) with
1 2
K
c
pi = (pi , pi , . . . , pi ) and pi = 1 if oi is a class c object.
Deep object detection is an instance of multi-task learning
with three learning components, each of them corresponds to
one of the three output structures (recall Figure 1) describing
a detected object: (1) objectness, (2) bounding box, and (3)
class label. The objectness score Ĉi ∈ [0, 1] determines the

265

Real-time Object Detector
Scale 1

Detected Image

Input Image

Input Video

Detected Video

Scale 2

TOG Attack Module
TOG-vanishing
TOG-untargeted

Detected Image

Scale 3

TOG-fabrication
TOG-vanishing
TOG-mislabeling
TOG-fabrication
TOG-universal
TOG-mislabeling
Attack Configuration
(e.g., attack eﬀect, target)

TOG-mislabeling
TOG-universal

Detected Video

TOG-universal
TOG-patch

Fig. 4: An illustration of the adversarial attacks using TOG.
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(3) TOG-fabrication. Different from the above, the TOGfabrication attack fabricates additional detections (i.e., adding
false positives). It maximizes the object existences using
gradients from Lobj with the following formulation:

Done?

Attack
NO

YES

xt−1 + αTOG Γ

x,

∂L(xt−1 ; Ô(x), W)
∂xt−1



,

(8)



xt−1 − αTOG Γ

x,

∂Lobj (xt−1 ; ∅, W)
∂xt−1

xt−1 − αTOG Γ

x,



.

(10)

∂L(xt−1 ; O ∗ (x), W)
∂xt−1



.

(11)

The auxiliary target detection O ∗ (x) is constructed by setting
each object ô in Ô(x) to its maliciously chosen class label. Alternatively, we can conduct the most-likely (ML) class attack
by setting it to the incorrect class label with the highest probability predicted by the victim (i.e., arg maxc,p̂c =maxc p̂c p̂c ) or
the least-likely (LL) class attack with the lowest probability
(i.e., arg minc p̂c ).
Instead of tailoring an adversarial perturbation upon receiving an input image from users, the last two attacks in
Figure 4: TOG-universal and TOG-patch train an adversarial
perturbation ofﬂine on a training set and apply the same
perturbation to any unseen input. Once an input is received,
the only operation is to add the trained perturbation to the
image without any per-input optimization, which is necessary
in the ﬁrst four attacks. The attack time cost during the online
detection phase is hence signiﬁcantly lowered, and the attacks
are particularly detrimental to time-sensitive applications such
as autonomous driving.



.



xt =

where L is the detection loss from Equation 6. This is
equivalently to deceiving the victim to make wrong decisions
on object existences, bounding boxes, and class labels.
(2) TOG-vanishing. Having a high recall to retrieve the
objects in the input image is crucial in many applications.
For instance, object detection has been applied in radiology
to conduct automated breast cancer diagnosis [5], and positive
detection alarms the patient to receive a further medical examination by a human expert. TOG-vanishing aims at removing
the victim’s ability to identify objects (i.e., adding false
negatives). We iteratively push the benign example x along
the direction of producing an empty detection set by exploiting
Lobj which dominates the decision on object existences. The
adversarial example xt at the t-th iteration is formulated as:
xt =

∂Lobj (xt−1 ; ∅, W)
∂xt−1

As shown in Figure 2(c), this attack results in numerous false
detections.
(4) TOG-mislabeling. This attack consistently causes the
victim detector to misclassify the objects detected on the
input image by replacing their source class label with the
maliciously chosen target class label, while maintaining the
same set of correct bounding boxes. Such an attack can cause
fatal collisions in many scenarios, e.g., misclassifying the
stop sign as an umbrella in Figure 2(d). By focusing on the
classiﬁcation loss (i.e., Lclass ) and keeping the gradients of the
other two parts unchanged, the adversarial example can then
be formulated as follows:

iterations T is reached, xt will be returned. Otherwise, it will
be further perturbed to become xt+1 for the next iteration.
(1) TOG-untargeted. Random untargeted attacks fool the
victim detector to randomly misdetect without targeting at any
speciﬁc object. This class of attacks succeeds if the adversarial
example fools the victim detector to give incorrect results
of any form, such as having objects vanished, fabricated, or
mislabeled randomly. TOG-untargeted exploits gradients from
both Lobj , Lbbox , and Lclass and formulates the attack to be


xt−1 + αTOG Γ

x,

Fig. 5: The iterative attack strategy adopted by TOG to tailor
an adversarial perturbation for each given input.

xt =



xt =

xt+1

(9)

The desired effect is achieved by making no candidate survives
the conﬁdence thresholding (see Figure 2(b) and Figure 3).
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IV. E XPERIMENTAL E VALUATION
We conduct experiments on three benchmark datasets: PASCAL VOC [19], MS COCO [20], and INRIA [21] , and
report the results based on the entire test set (4, 952 for
VOC, 5, 000 for COCO, and 288 for INRIA). To evaluate the
performance of TOG attacking different object detectors, three
state-of-the-art algorithms: YOLOv3 [9], SSD [1], and Faster
R-CNN [3], covering both one-phase and two-phase detection
techniques, are studied. We also consider detection algorithms
with different backbone architectures. In the rest of this paper,
YOLOv3-D and YOLOv3-M denote YOLOv3 detectors with a
Darknet53 and a MobileNetV1 backbone respectively. Both of
them have an input size of (416 × 416). SSD300 and SSD512
are both SSD models with a VGG16 backbone but require
input resolution of (300 × 300) and (512 × 512) respectively.
FRCNN is a Faster R-CNN model with a VGG16 backbone
and input resolution of (600 × 600). The default conﬁdence
thresholds (i.e., tconf ) for YOLOv3, SSD, and FRCNN models
are 0.20, 0.50, and 0.70 respectively. All experiments were
run on NVIDIA RTX 2080 SUPER (8 GB) GPU.

TABLE I: An example of TOG-patch with object-vanishing or
object-mislabeling effect.
(5) TOG-universal. Inspired by [18], TOG-universal generates a universal perturbation allowed to maliciously alter the
pixel values of the entire image. By exploiting the partial
derivative in Equation 9-10, one can designate the attack
speciﬁcity caused by the universal perturbation, rather than
some arbitrary effects. Let D denote the set of N training
images, we want to gradually build the perturbation η. At
each iteration t, we obtain a training sample (x̃, O) ∈ D and
ﬁnd the additional perturbation Δη t that causes the victim
detector to make errors towards object vanishing (Equation 9)
or fabrication (Equation 10) attack speciﬁcity in the current
perturbed image x̃ + η t . We then add this additional perturbation Δη t to the current universal adversarial perturbation
η t and clip the new perturbation to ensure the distortion is
constrained within [−, ]. The training repeats for Q epochs.
Early termination can be incorporated by, say, monitoring the
number of detected objects vanished from the training set.

A. Untargeted Random Attacks
We begin with comparing TOG with three state-of-theart untargeted random attacks: DAG [11], RAP [12], and
UEA [13]. All comparison schemes are set with their default
hyperparameters. For TOG, we generate adversarial examples
in L∞ norm with a maximum distortion  = 0.031, a step size
αTOG = 0.008, and the number of iterations T = 10. Table II
gives two visual examples of the adverse effect brought by
four different untargeted random attacks on FRCNN. Given
that FRCNN can accurately identify the objects in benign (no
attack) inputs (1st column), it fails in detecting correctly given
adversarial examples (2nd-5th columns). Due to the untargeted
random nature, different attacks cause the victim to misbehave
differently. For instance, TOG causes FRCNN to recognize
false objects in both images while UEA has a vanishing effect
on the 1st image but misdetect the two people as one sofa in
the 2nd image. Indeed, this class of attacks has no control in
the adverse effect imposed on the victim, and the incorrect
detection made by the victim is unpredictable (e.g., vanishing,
fabricating, mislabeling, or any combination).
Table III provides the quantitative measurements on all
victim detectors under the four attack algorithms. Note that
DAG, RAP, and UEA can only attack FRCNN, and hence
we do not evaluate them on YOLOv3 and SSD models. The
comparisons are done in three perspectives: (1) mean Average
Precision (mAP) [19], (2) time cost, and (3) distortion cost.
The mean Average Precision (mAP) [19] is a standard
evaluation metric to quantify the detection quality of an object
detector. All attacks successfully bring down the mAP of the
victim. Considering the TOG attack, the mAP (benign) of any
victim detector is drastically reduced to less than 2.64% with
four victims having a close to zero mAP given adversarial
examples. This indicates that the victims fail miserably with
no detection capability. Focusing on FRCNN which has an
mAP (benign) of 67.37%, TOG is the most powerful attack

(6) TOG-patch. Different from TOG-universal, TOG-patch
trains an adversarial patch with a ﬁxed size (e.g., 64 × 64).
At the online detection phase, the trained patch is place either
digitally [15] or physically [22] on the objects with the class
of interest (e.g., person). The image with the adversarial patch
can then deceive the victim to misdetect with purposeful
effects. Table I shows an image of a person detected accurately
by a YOLOv3 detector (1st column). By placing a TOGpatch on the person, he can either vanish from the victim
(2nd column) or be mislabeled purposefully as a chair (3rd
column), depending on the adversarial loss and auxiliary target
detection employed during the training phase of the TOGpatch. The training procedure of TOG-patch is conducted as
follows. We ﬁrst randomly initialize the adversarial patch of
a given size. Then, we get a mini-batch of training samples
from the training set and place the current patch on the
person detected by the victim. The gradient towards the attack
speciﬁcity (the partial derivative in Equation 9 for objectvanishing or Equation 11 for object-mislabeling) is computed
w.r.t. the patch instead of the entire image and is used
to update the TOG-patch for the next iteration of training
until a predeﬁned number of epochs Q is reached. Existing
proposals on enhancing the robustness of adversarial patches
under physical environments can be incorporated, such as
minimizing the non-printability score to mitigate printer color
reproduction errors [23] and conducting data augmentation to
cater different viewing angles [22].
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RAP [12]

DAG [11]

TABLE II: Visualization of untargeted random attacks by four different attack algorithms.
Attack
TOG
TOG
TOG
TOG
TOG
UEA
RAP
DAG

Victim
Detector
YOLOv3-D
YOLOv3-M
SSD300
SSD512
FRCNN
FRCNN
FRCNN
FRCNN

mAP (%)
Benign
Adv.
83.43
0.56
71.84
0.43
76.11
0.86
79.83
0.74
67.37
2.64
67.37
18.07
67.37
4.78
67.37
3.56

Time Cost (s)
Benign Adv.
0.03
0.98
0.02
0.59
0.02
0.39
0.03
0.69
0.14
1.68
0.14
0.17
0.14
4.04
0.14
7.99

L∞
0.031
0.031
0.031
0.031
0.031
0.343
0.082
0.024

Distortion Cost
L2
L0
0.083
0.984
0.083
0.978
0.120
0.975
0.070
0.974
0.058
0.976
0.191
0.959
0.010
0.531
0.002
0.493

SSIM
0.875
0.876
0.879
0.869
0.862
0.652
0.994
0.999

TABLE III: Random untargeted attacks on ﬁve different victim detectors (VOC dataset).
causing the victim to achieve the lowest mAP of 2.64%,
followed by DAG (3.56%), RAP (4.78%), and UEA (18.07%).
By default, UEA generates adversarial examples with a ﬁxed
resolution of (300 × 300). When attacking FRCNN taking
inputs with resolution of (600×600), resizing and interpolation
are required. Hence, the effectiveness of UEA is hindered. In
comparison, TOG, RAP, and DAG are much more adaptive
and capable of generating adversarial examples that ﬁt the
input resolution, as they do not rely on additional networks.

Interestingly, spending more iterations allows RAP and DAG
to have a much lower distortion cost and exceptionally high
SSIM measures of 0.994 and 0.999 respectively. TOG also has
a high imperceptibility with SSIM higher than 0.862. In contrast, adversarial perturbations generated by UEA are highly
perceptible with a low SSIM of 0.652. Further, RAP and DAG
have a low L0 cost, indicating that their perturbations are more
localized. In comparison, both TOG and UEA have the L0 cost
close to 1.000, indicating that most pixels are modiﬁed under
attack.

Apart from attack effectiveness, time costs are equally
important. For the benign case, we measure the detection time
of the victim, while for the adversarial scenario, the time cost
includes both adversarial example generation and detection
time. UEA [13] has the lowest time cost of 0.17s, slightly
higher than the detection time on the benign example (no
attack), because UEA uses a generative adversarial network,
of much lower complexity compared to the victim detector,
to generate adversarial perturbation against the gradient of the
input example under attack. TOG can be launched with the
second lowest time cost (1.68s) but RAP and DAG have much
higher time cost (4.04s and 7.99s) compared to the average
detection time for benign inputs. This is primarily due to two
factors: (1) the number of iterations required to succeed the
attack in RAP and DAG is high, because RAP and DAG need
to run more than 30 rounds while TOG needs 10 iterations;
and (2) TOG is a more general attack method capable of
attacking the objectness loss, the bounding box loss and the
classiﬁcation loss. For the distortion cost, we consider L0 ,
L2 , L∞ distances and the structural similarity (SSIM) [24].
Note that L2 and L0 costs reported here are normalized by
the number of pixels and the L2 cost has a magnitude of 103 .

B. Targeted Speciﬁcity Attacks
We next analyze the targeted attacks offered by TOG to fool
the victim with three types of speciﬁcity: object vanishing,
fabrication, and mislabeling. Given that DAG, UEA and RAP
attack algorithms do not support targeted speciﬁcity attacks,
we evaluate TOG algorithms in this set of experiments. Table IV presents a visualization using the same example images
from the study of untargeted random attacks in Table II. This
provides an interesting comparison on the adverse effect of
targeted attacks by TOG-vanishing, TOG-fabrication, TOGmislabeling (ML) (Most-Likely target) and TOG-mislabeling
(LL) (Least-Likely target). Comparing to untargeted random
attacks that lead to arbitrary detection faults, the victim detector under TOG targeted speciﬁcity attacks is deceived with
a persistent and adversarial goal and thus more detrimental.
For TOG-vanishing, no objects (person and dog) are detected
at all (2nd column). For TOG-fabrication, a large number
of false bounding boxes and thus fake objects are detected
with high conﬁdence (3rd column). The two TOG-mislabeling
attacks (ML and LL) deceive the victim purposefully, which
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No Attack

TOG-vanishing

TOG-fabrication

TOG-mislabeling (ML) TOG-mislabeling (LL)

TABLE IV: Visualization of four targeted speciﬁcity attacks by TOG.
Victim
Detector
YOLOv3-D
(Darknet53)
YOLOv3-M
(MobileNetV1)
SSD300
(VGG16)
SSD512
(VGG16)
FRCNN
(VGG16)

Targeted Attack
TOG-vanishing
TOG-fabrication
TOG-mislabeling
TOG-mislabeling
TOG-vanishing
TOG-fabrication
TOG-mislabeling
TOG-mislabeling
TOG-vanishing
TOG-fabrication
TOG-mislabeling
TOG-mislabeling
TOG-vanishing
TOG-fabrication
TOG-mislabeling
TOG-mislabeling
TOG-vanishing
TOG-fabrication
TOG-mislabeling
TOG-mislabeling

(ML)
(LL)
(ML)
(LL)
(ML)
(LL)
(ML)
(LL)
(ML)
(LL)

mAP (%)
Benign
Adv.
83.43
0.32
83.43
0.25
83.43
3.15
83.43
2.80
71.84
0.36
71.84
0.17
71.84
2.67
71.84
1.60
76.11
5.54
76.11
0.57
76.11
2.53
76.11
1.44
79.83
6.23
79.83
0.50
79.83
2.53
79.83
1.20
67.37
0.14
67.37
1.24
67.37
2.14
67.37
1.44

Time Cost (s)
Benign
Adv.
0.03
0.77
0.03
0.93
0.03
0.95
0.03
0.96
0.02
0.37
0.02
0.57
0.02
0.56
0.02
0.56
0.02
0.36
0.02
0.37
0.02
0.37
0.02
0.37
0.03
0.62
0.03
0.69
0.03
0.65
0.03
0.65
0.14
1.66
0.14
1.68
0.14
1.64
0.14
1.60

L∞
0.031
0.031
0.031
0.031
0.031
0.031
0.031
0.031
0.031
0.031
0.030
0.030
0.031
0.031
0.031
0.031
0.031
0.031
0.030
0.030

Distortion Cost
L2
L0
0.082
0.983
0.084
0.984
0.080
0.972
0.081
0.972
0.082
0.978
0.084
0.976
0.079
0.953
0.079
0.953
0.120
0.978
0.122
0.978
0.110
0.945
0.111
0.945
0.071
0.975
0.071
0.976
0.065
0.957
0.066
0.956
0.058
0.975
0.057
0.977
0.054
0.935
0.054
0.935

SSIM
0.877
0.873
0.879
0.879
0.878
0.873
0.882
0.881
0.880
0.877
0.891
0.889
0.868
0.866
0.878
0.877
0.862
0.866
0.873
0.872

TABLE V: Targeted speciﬁcity attacks by TOG on ﬁve different victim detectors (VOC).
much less objects than the benign scenario (the blue curve).
Differently, given adversarial examples generated by TOGfabrication, the victim returns much more objects than usual
(benign case). These observations validate that TOG-vanishing
and TOG-fabrication deceive the victim with our expected
effects: for object-vanishing attacks, the victim should detect almost no object, while for object-fabrication attacks,
additional false objects should be mistakenly recognized.
Interestingly, the number of detected objects on adversarial
examples generated by TOG-mislabeling is almost identical
to the benign scenario. This is because TOG-mislabeling
has the ability to keep the same set of bounding boxes
(objects) and fool the victim to mislabel them. We can conduct
quantitative measurements using two metrics: (1) the attack
success rate (ASR) measures the percentage of objects that are
detected on benign inputs but purposefully mislabeled as their
maliciously chosen incorrect class and (2) the mislabeling rate
(MR) measures the percentage of objects that are detected on
benign inputs but mislabeled as any incorrect class. Note that
MR≥ASR. Figure 8 reports the ASR and MR for each source
class. We observe that objects of some classes are easier to be
purposefully mislabeled. For instance, the ASR of aeroplane

allows the same set of bounding boxes to be detected by the
victim detector but each bounding box is associated with an
obstinately incorrect class (4th-5th column).
Table V summarizes the quantitative results of 20 attacks
from 4 different TOG targeted attack conﬁgurations on 5
different victim detectors. All 20 attacks signiﬁcantly reduce
the mAP of the victim detectors at a reasonable cost of time
and distortion, similar to that of the untargeted scenario (recall
Table III). YOLOv3-M achieves a high mAP of 71.84% given
benign examples. However, under any of the TOG targeted
attacks, its performance is severely harmed with a low mAP
from 0.17% to 2.67%. Figure 6 shows that the victim detector
suffers signiﬁcant utility loss under attack and such adverse
effect is equally distributed across all VOC classes. Similar
effects can also be observed on COCO dataset for the victim
detector YOLOv3-D with a high mAP of 54.16% on benign
inputs as shown in Table VI.
Figure 7 shows the total number of objects detected by
YOLOv3-D on the entire VOC test set (4, 952 images) given
benign and adversarial examples with different settings of
conﬁdence thresholds (recall in Section II that all candidate
objects with prediction conﬁdence lower than a threshold will
be discarded). First, TOG-vanishing fools the victim to detect
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Fig. 6: Average precision of each class given benign (blue) and adversarial examples generated by TOG attacks (VOC dataset).
Victim
Detector

Targeted Attack

YOLOv3-D
(Darknet53)

TOG-untargeted
TOG-vanishing
TOG-fabrication
TOG-mislabeling (ML)
TOG-mislabeling (LL)

mAP (%)
Benign
Adv.
54.16
3.52
54.16
0.41
54.16
1.46
54.16
5.43
54.16
0.76

Time Cost (s)
Benign
Adv.
0.03
1.02
0.03
0.78
0.03
0.78
0.03
1.00
0.03
1.00

L∞
0.031
0.031
0.031
0.031
0.031

Distortion Cost
L2
L0
0.083
0.986
0.082
0.986
0.083
0.986
0.080
0.968
0.080
0.968

SSIM
0.872
0.874
0.871
0.878
0.877

TABLE VI: TOG attacks on YOLOv3-D (COCO dataset).

Number of detected objects

Benign
TOG-fabrication

TOG-vanishing
TOG-mislabeling

Dataset

10 6

VOC
COCO

10 4

0.3

0.5

0.7

YOLOv3-D for COCO) using TOG-universal with an objectvanishing conﬁguration.
To demonstrate the effectiveness under different real-world
situations, such as light trafﬁc v.s. heavy trafﬁc, simple scene
v.s. complex scene, we use the YOLOv3-D detector on COCO
to detect objects in a video clip of a driving scene1 . Our
attack successfully reduces the number of identiﬁed objects
from 398, 048 to 54, showing the high success rate and serious
threat to systems using deep object detectors.
Table VII summarizes the quantitative evaluation of TOGuniversal in mAP and time cost. We apply the same adversarial
perturbation on all images of the respective test set, and
observe a signiﬁcant reduction of mAP from 71.84% to
20.44% for YOLOv3-M on VOC and from 54.16% to 12.73%
for YOLOv3-D on COCO. It also reports that TOG-universal
can reduce the mAP of SSD512 on VOC from 79.83% to
52.29%. While it is not as drastic as YOLOv3-M, our attack
can reduce mAP by 27%, seriously affecting the detection
performance. TOG-universal takes time to iteratively train an
universal adversarial perturbation. Upon the completion of
training, its attack during the online detection phase takes
only a millisecond (Table VII) to simply add the pre-computed
universal perturbation to the input image. Such a lightweight
attack can be easily handled at the edge as no optimization is
involved and can be done in real-time as shown in our demo
video of the driving scene where the frame-per-second (FPS)
of detection on the adversarial video (about 39 FPS) is very
close to that on the benign video (about 42 FPS).

0.9

Confidence Threshold

Fig. 7: The number of detected objects on VOC given different
input images with varying tconf .
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20.44
8.05
0.00136
52.29
9.06
0.0001
12.73
14.15
0.00183

TABLE VII: Evaluation of TOG-universal.

10 2
10 0
0.1

mAP
Benign
YOLOv3-M 71.84
SSD512
79.83
YOLOv3-D 54.16
Detector

Source Class

Fig. 8: The attack success rate (ASR) and mislabeling rate
(MR) of TOG-mislabeling (VOC dataset).
is 91%, which is much higher than that of bottle (70%). On
average, 80% of the objects of any class can be purposefully
mislabeled, showing the effectiveness of TOG-mislabeling.
C. Evaluation of TOG-universal
We evaluate the effectiveness of TOG-universal on VOC
and COCO with the same set of hyperparameters: a maximum
distortion of 0.031, an attack learning rate of 0.0001, and 50
training epochs. The ﬁrst 12, 800 images from the training
set are extracted to form D. We train three universal adversarial perturbations (YOLOv3-M and SSD512 for VOC and

1 https://youtu.be/
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% of Objects Mislabeled

Random Patch
TOG-patch (vanishing)

% of Objects
Vanished
1.49
97.35

TABLE VIII: Percentage of objects vanished by TOG-patch
on INRIA dataset compared with a random patch.
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Fig. 9: Percentage of objects mislabeled by TOG-patch with
different target classes (INRIA dataset).
Transfer Source
Target Model
Attack
Model YOLOv3-D YOLOv3-M SSD300
Benign (No Attack)
83.43
71.84
76.11
TOG YOLOv3-D
0.56
60.13
72.70
TOG YOLOv3-M
74.62
0.43
73.27
TOG
SSD300
56.87
42.85
0.86
TOG
SSD512
56.21
46.00
58.00
TOG
FRCNN
79.47
68.60
75.80
UEA
FRCNN
51.92
31.88
47.08
RAP
FRCNN
81.80
69.45
75.77
DAG
FRCNN
81.21
70.37
75.15

TABLE IX: Two images attached with a random patch (2nd
column) and two adversarial patches trained by the TOG-patch
algorithm with object-vanishing (3rd column) and objectmislabeling (4th column) effects (INRIA dataset).

SSD512
79.83
73.86
75.27
38.79
0.74
78.09
47.66
76.84
78.38

FRCNN
67.37
55.57
59.1
50.36
35.98
2.64
18.07
4.78
3.56

TABLE X: Transferability of adversarial examples generated
by untargeted attacks (VOC dataset).

D. Evaluation of TOG-patch

target models (the 2nd-6th rows). We observe that adversarial examples generated by TOG on SSD models have high
transferability than others. For instance, adversarial examples
from SSD300 and SSD512 can reduce the mAP of YOLOv3D from 83.43% to 56.87% and 56.21%, much better than
adversarial examples generated on YOLOv3-M and FRCNN
that only reduction to 74.62% and 79.47% are recorded. Note
that with adversarial transferability, the attacks are black-box,
generated and launched without any prior knowledge of the
target (victim) models [25]. Considering the transferability
of different attack algorithms with the same source model
FRCNN (the last four rows), we ﬁnd that adversarial examples
by UEA exhibit a higher transferability consistently. This can
be attributed to its high distortion cost incurred to perturb each
adversarial example (recall Table III).

We evaluate TOG-patch with vanishing and mislabeling
effects. Without ﬁne-tuning hyperparameters for each case, we
generate adversarial patches of size (64 × 64) with 30 epochs,
a batch size of 8, and a learning rate of 0.1. Following [22],
the INRIA dataset for human detection [21] is exploited with
YOLOv3-D as the victim detector. The trained TOG-patch is
placed at the center of the person detected on a benign test
image sent to the victim to generate its adversarial example.
Table VIII reports the percentage of vanished objects (person)
by using a vanishing patch or a random patch ﬁlled with
random noise. The victim detector can still correctly detect
objects (person) attached with the random patch (see the 2nd
column in Table IX). Only 1.49% of objects (person) vanish
from the detection by the victim. TOG-patch (vanishing) is
remarkably effective (see the 3rd column in Table IX), achieving 97.35% of objects (person) vanished from the victim’s
detection. For TOG-patch with a mislabeling effect, we train
19 adversarial patches, aiming at deceiving the victim to
mislabel the person with the patch as one of the 19 different
target classes on VOC (see the 4th column in Table IX with
“chair” as the target class). Figure 9 shows that such highly
aggressive adversarial patches fool the victim to purposefully
mislabel 80% (on average) of detected objects.

V. R ELATED W ORK
Existing adversarial attacks on object detection systems
often attack a speciﬁc structure in object detection networks. In
particular, DAG [11] manipulates the region proposal network
(RPN) in two-phase detection algorithms (e.g., Faster RCNN [3]) to generate a large number of proposal regions.
Then, an iterative gradient-based attack is launched with
the goal of fooling the victim to mislabel those regions as
randomly chosen incorrect class labels. RAP [12] targets at
disabling the functionality of RPN in two-phase algorithms.
It fools the RPN to not returning foreground objects and
to produce wrong estimation on the bounding box even if
foreground objects are proposed. UEA [13] extends DAG
with a feature loss to train a generative adversarial network
for generating adversarial examples. Both of the above can
cause the victim to randomly misdetect (untargeted) without
maintaining a speciﬁed speciﬁcity (e.g., vanishing, fabricating,

E. Transferability Studies
We compare the adversarial transferability of TOG with
other three untargeted random attacks: UEA, RAP and DAG.
Table X reports the results measured in mAP. Using the
same model to craft adversarial examples always achieves the
highest transferability, as indicated in boldface. We ﬁrst focus
on TOG and consider its transferability by sending adversarial
examples generated on different source models to different
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of the National Science Foundation or other funding agencies
and companies mentioned above.

or mislabeling objects). They can only directly attack twophase approaches but not one-phase techniques where no
RPN is used. Differently, TOG is a suite of attacks that can
not only support untargeted random attacks but also targeted
ones with three types of speciﬁcity as demonstrated in our
experiments. As no speciﬁc structure is manipulated and it
works by strategically conﬁguring the adversarial loss and
auxiliary target detection in Equation 7, TOG is applicable
to both two-phase and one-phase algorithms.
Apart from adversarial perturbation to the input image,
adversarial patches refer to those attacks that can be launched
in either a digital or physical form. DPATCH [15] puts a small
patch on a benign example, fooling the victim to fabricate
objects at random position or the location where the patch
is placed. Extended-RP2 [14] and Thys’s Patch [22] propose
printable adversarial patches. By physically presenting the
patch in the scene captured by the camera, the captured image
will become adversarial and fool the victim to misdetect.
In particular, Extended-RP2 supports “disappearance” and
“creation”, corresponding to the object-vanishing and objectfabrication effects, while Thys’s Patch aims to make the object
vanishing from the detector.
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VI. C ONCLUSION
We have presented TOG, a family of adversarial objectness
gradient attacks on deep object detection networks. TOG
attacks generate adversarial perturbations in three alternative
forms: (i) by employing adversarial perturbation optimized for
each input, (ii) by ofﬂine training a universal perturbation that
is effective on any inputs to the victim detector, and (iii) by
optimizing a conﬁned adversarial patch. In addition to compare
TOG with other white-box attack algorithms, we also studied
black-box attacks via the adversarial transferability from one
detector to others. Extensive experiments have been conducted
on three benchmark datasets (VOC, COCO, INRIA) to show
and analyze adversarial vulnerabilities of the three state-of-theart families of deep object detection networks (YOLOv3, SSD,
and Faster R-CNN). Based on our formal and experimental
studies on the vulnerabilities of different victim detectors and
the adversarial transferability of representative attack algorithms, we observe the divergence of attack effects on different
detectors, e.g., the weak spot of attack transferability tends to
vary from one detector to another. The more diverse from the
source victim detector an object detector is, the more robust
it is against the black-box attack, and the less transferable
from the attack generated from the source victim detector [26],
[27]. We are working on developing an attack-resilient object
detection system by exploiting diversity-enhanced ensemble
learning for strong robustness and high defensibility.
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